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Abstract

Peer-to-Peer networks allow users to globally share
resources directly with each other. As theseusers are
from all over the world, they wil l utilize the network
di�er ently. For example, they might use their native
tongue to describe resources. These di�er ences makes
it a di�cult task to provide e�cient and robust search
capabilities within ful ly distributed P2P networks.

In this paper, we show how our P2P search infr as-
tructur e The Socialized.Net1 give nodesa rudimentary
social network. This allows a close grouping of nodes
based on interest, backgrounds and agendas. We dis-
cuss how the social network improves network perfor-
mance, network integrity and search relevance.
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1. In tro duction

Peer-to-Peer(P2P) networks continue to increasein
size and popularit y, allowing users all over the globe
to share resourcesdirectly with each other. Providing
e�cien t search capabilities within fully distributed P2P
networks is however a di�cult task. Many popular
P2P �le sharing applications rely on separate, often
centralized protocolsin order to locate resourceswithin
their networks[1],[2].

Usersof a globally spanningP2P network likely have
di�eren t cultural, educational and social backgrounds.
This results in di�eren t resourcedescriptionsand qual-
it y demands. The lack of a global ontology leads to
a high probabilit y of some users characterizing a re-
source as adequately and correctly described, while
others deemit aserroneouscontent. It is possiblethat

1This work was funded by the Norw egian Research Council
under contract no 145249/223

no user is wrong, but that they simply disagree. An
example can be \Best dance song ever". If described
by a Japanese,a Frenchman is likely to disagreewith
this statement, and vice versa.

Di�eren t agendasis another important issuein P2P
networks. Malicious nodes are likely to knowingly fal-
sify resourcedescriptions in order to spreadresources.
The motivation can be both to spreadvirusesor other
malware2, or to get an increaseddownload rate. For
example, a garage band can make their own music
available disguisedas that of a popular band, making
more peopledownload and listen to their music. They
might of course become unpopular, but the alterna-
tiv e might be to stay unknown. Many P2P �le-sharing
networks[3],[4] have lost popularit y as the usersmove
from one network cluttered with erroneouscontent to
another, less\tain ted" network.

Malicious nodesand diverting resourcedescriptions
havevaried impacts on di�eren t P2P routing protocols.
Semantic routing protocols are based on the idea of
grouping nodeswith similar interests together. As se-
mantic routing protocols directly depend on semantic
knowledge for routing, they require relatively correct
resource descriptions. Malicious nodes, for example,
can alter their own position within the network, possi-
bly giving them control of much of the infrastructure.
This can in turn reduce e�ciency and correctnessof
the networks.

In this paper we show how The Socialized.Net ex-
tend semantic routing with preferenceand reputations,
giving nodesrudimentary social networks. This allows
a close grouping of nodes based on not only interest
but also on backgrounds and agendas. In the follow-
ing section, P2P searching is brie
y described, with an
emphasison semantic routing and robustness.Section
3 explains the ideology behind our solution, which is
presented in section 4. Section 5 present our imple-
mentation, and we draw some conclusions in section
6

2Such as spyware, adware or other unwanted applications.



2. Searching in P2P net works

Early P2P protocols were based on 
o oding all
known nodes with queries[3]. While easy to imple-
ment, 
o oding does not scale. Distributed hash table
(DHT)[6],[7] based protocols provide lookup of data
basedon keysthrough mathematical functions[8]. This
makesDHT protocolshighly e�cien t at locating data,
but they do not provide e�cien t fuzzy keyword based
searches. DHT basedprotocols thus often incorporate
central or hierarchical searching for resources,a simi-
lar approach to that of Napster. Napster was the �rst
well known hybrid P2P �le sharing application, using
centralized servers to locate resources.The centralized
server intro duced a single point-of-failure, and when
the serverswereshut down the entire network wasren-
dered useless[9]. The FastTrack network, usedby sev-
eral P2P �le sharing applications such as Kazaa, base
lookups on a hierarchical organization of nodes. While
the solution is distributed, the root and internal nodes
of the tree experience high loads. The stabilit y and
reachabilit y of these nodes is also critical for the ser-
vice to function properly.

Semantic routing protocolsprovide fully distributed
P2P infrastructures. They are based on the idea
of grouping nodes together based on their interests.
When a query is routed, it is sent to nodes believed
likely to have or know about matching resources.The
amount of nodes included in such a search opera-
tion does not necessarily increase when more nodes
join the network. These shallow search trees imply
good scalability, and semantic routing shows promise
to provide very e�cien t, keyword based search capa-
bilities in fully de-centralized P2P networks[5]. Nodes
are implicitly grouped by interests basedon by obser-
vation [5],[10],[11] or nodes explicitly joining interest
groups[12].

In �gure 1 an example semantic routing network
topology is shown. Grouping of nodes is evident due
to their similar interests. Two malicious nodes(drawn
as crosses)are illustrated closeto groups as they fake
interests. Notice that the illustration shows logical dis-
tance in an overlay network. Nodesshown closeto each
other are likely physically dispersed. The illustration
also assumesthat each node only has a single interest.
While this is unlikely in actual use it is su�cien t for
this illustration.

As open P2P networks allow anyone to participate,
di�erences in backgrounds, quality demandsand agen-
das is bound to a�ect the network. This means that
even though many usershave the sameinterest, they
can still disagreeabout the correctnessof resourcede-
scriptions. For example, \high-resolution video" on

Figure 1. A simpli�ed netw ork topology

a typical web-pagemight have a resolution as low as
320x200. For a dial-up user, the description might be
correct. However, an HDTV userwill likely �nd such a
video to be \lo w-resolution" - possibly not even view-
able.

Malicious hosts knowingly falsify their resourcede-
scriptions or in other ways try to a�ect the network.
P2P networks must therefore seekrobustnessin order
to e�cien tly handle malicious nodes. Most existing ro-
bustnessstrategies in P2P networks are basedon the
idea that there is a global agreement of which nodesare
malicious [13], [14],[15]. This demandsthat the partic-
ipants understand what \go od" and \bad" is. We be-
lieve that such black or white mentalit y is not suitable
for real-life, where a common agreement as to \who
is right" is practically impossible. A robustnesssolu-
tion that can accommodate both di�erences in taste
and quality demands as well as limiting the e�ect of
malicious nodeswould be of great value.

Hussain, Chang and Dillon [16] present a solution
that allow nodes to asynchronously exchangetrust in-
formation with other trusted nodes. It is however un-
clearhow their solution copeswith groupsof nodesthat
turn malicious after �rst becomingtrusted.

Jacura and Faltings [17] basetheir work on the idea
of micro-payments. This involves a special kind of
node, \R-agents" that sell and buy reputation. De-
ciding who should be \R-agents" and how the system
should work if no such agents are available is likely
di�cult. It also seemslikely that content that is pop-
ular only within small groups (and unpopular in large
groups)will get low ratings. Similarly, the voting-based
XRep protocol[18] is likely to give low ratings to con-
tent popular only within small groups.
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3. Designing by ideology

The Socialized.Net is a P2P search infrastructure
using a semantic routing protocol[19]. As such, it or-
ganizes it's overlay network by grouping nodes with
similar interests together, creating an e�cien t yet fully
distributed infrastructure. In order to increasethe ef-
�ciency and robustnessof The Socialized.Net, we want
to further extend the semantic routing schemeto pro-
vide a rudimentary social network. We thus incorpo-
rate more than just basic semantics by also looking at
human impressionsand rumors for inspiration.

When evaluating a reply from another human, hu-
mans will try to assesshow credible the replier is. De-
pending on the credibilit y, we will rank the reply from
unlikely to highly credible. Humans basethis credibil-
it y both on their own impressions,trust and possibly
on a reputation. Reputations are themselves built in
much the sameway. A positive report from a highly
reputable person carries much weights. Reports from
unconvincing personsare largely ignored.

Humans gossipabout other humans, often building
reputations even though they are not currently look-
ing for information. Such an asynchronousapproach is
preferred in our solution, as it does not a�ect speed.
Reputation is also largely basedon peer-to-peer com-
munication, but we are sometimesopen for recommen-
dations from central authorities. For example, inde-
pendent car magazinescanprovide highly rated reports
about car quality. In this way, humans can also use
central sourcesfor reputation building.

We have already mentioned the diversity in which
usersof a P2P network describe resources.Combined
with di�eren t needsfor di�eren t users, the individual
users demand a personalizedview of the world they
live in. Allowing thesediversities, or \p ersonal taste",
is vital in our search infrastructure. We want nodesto
be able to disagreein regards to other nodes compe-
tence. Nodesneednot be right or wrong, but we seek
to group nodes that agreeon how they use the search
infrastructure. As a consequence,we don't spreadrep-
utations about trust or correctnessbut about prefer-
ence. When a group of nodes prefer each other, they
will move closerto each other in the network. This im-
plies that they will communicate more with each other,
and possibly prefer each other even more as they get
to know each other better.

In �gure 2 we illustrate how reputation and prefer-
ence a�ect the network topology we saw in �gure 1.
One group of nodes join a bigger group with similar
interests. Another set of nodes change group as they
had di�eren t backgrounds. Notice that all nodeshave
moved away from the malicious nodes, e�cien tly re-

ducing their impact on the network.

Figure 2. Topology has chang ed based on
reputation and pref erence .

One typical way of breaking reputation systems, is
for nodes to �rst build a good reputation, then turn
malicious. Cooperating malicious nodes can then gos-
sip fake preference,and as keeptheir good reputation.
Our solution will addressthis issueby largely weight-
ing local preference,aswell asrejecting gossipmessages
from nodeswith negative preference.

As The Socialized.Net is basedon semantic knowl-
edgefor routing, nodesalready have a view of the con-
tent of the network. We want The Socialized.Net to
automatically improve its performance by extending
its knowledge about nodes with preferenceand rep-
utations. Manual rating must also be possible,as ma-
licious nodes and con
icting resourcedescriptions are
bound to appear. Manual rating also include applica-
tions that can detect malicious nodesby other means.
For example by verifying cryptographic hashesor sig-
natures obtained over alternativ e channels.

4. Solution overview

In our solution, we extend the semantic routing al-
gorithm by creating rudimentary social networks based
on user backgrounds and agendas.We model this dif-
ferenceby intro ducing preference and reputation. The
preference is a locally determined rating of neighbor
nodes. It is modeledsomewhatafter the human notion
of \impressions" and \(dis)lik e" of others. Preference
is basedon gathered statistics and (possibly) user in-
put. The reputation is modeled after \the word on the
street", and is basedon asynchronous gossipbetween
neighbor nodes.

The semantic routing protocol movesnodescloserto
each other in the overlay network basedon the seman-
tic interests. When we intro duce preferenceand rep-
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utation in addition to the semantic routing, we allow
nodesto \get to know each other" on an abstract level.
The nodesarealloweda simpli�ed social network based
on interests,backgroundsand agendas.The social net-
work approach also has the bene�t of allowing nodes
to move away from other nodesbasedon subjective ex-
periences. Speci�cally , malicious nodes (\spammers")
will be disliked by most or all nodes. The nodes will
thus move away from the malicious nodes, naturally
reducing the damagethey might yield. As well, nodes
with very di�eren t cultural backgroundswill alsomove
apart, which is likely to increasethe perceived quality
of the replies given to a search.

As our solution seeksto improve the semantic rout-
ing protocol, wedon't require a global ranking of nodes.
We only needto let every node selecta set of neighbors
likely to be of use. The selectionneedsnot be perfect.
It is therefore not necessaryfor all valuesand weights
to be perfectly balanced. We alsousethe preferencein
order to rate incoming replies. This is alsoonly a local
ranking, and needsnot try to reach a global, common
value for each resource.

In the rest of this paper Node l is the node cal-
culating the ratios (the local node). Node r is the
remote node for which Node l calculates the ra-
tios. Notice that Node l will calculate ratios for all
its neighbor nodes. The gathered statistics are re-
ferred to as the type of messagesubscripted with the
senderand recipient(s) of the message.For example,
ExampleValuer = Repliesr ! Any represents that Node
l 's \ExampleV alue" for Node r equals the amount of
replies Node l has seensent from Node r to any node.

4.1. Preference

Each nodehasa preferencefor all other known nodes
in the network. When a node seea messagefrom an-
other node for the �rst time, it starts out with a neutral
preference. The exception is if they physically meet,
which will skewthe preferenceto slightly positive. This
is basedon the idea that if you physically meet, you
might have met for a reason. Examples can be that
you meet people in meetings, or that you went to a
jazz concert with other jazz fans.

Users (or applications) are allowed to modify the
preferenceof neighbor nodes. This is necessaryas the
quality of content (such asvideo or music) is very hard,
if not impossible, to assessautomatically. Our solu-
tion will however try to calculate a preferenceauto-
matically, as this is likely the normal operation. Users
are likely to intervenein extreme cases(\This music is
VERY good" or \This is spam"), but it should not be
necessaryfor everyday operations.

All nodescollect statistics about its neighbor nodes
for usein automatic ranking. Thesestatistics are sum-
marized in slowly adapting ratios based on di�eren t
properties. The ratios skew the preferenceup or down,
making the preferenceof a node a summary of all the
ratios and user input. The Contribution ratio

Contr ibutionR atio r =
Repliesr ! Any

Queriesr ! Any

indicates how much node l believesnode r contributes
to the network. The contribution is based on statis-
tics about how many replies node r sent compared to
the amount of queries node r sent. If a node mainly
sendsqueries,it contributes little (it is a leecher), and
is as such not very favorable. Observe that this ratio
is calculated basedon the amount of messagesnode l
has seen from node r and not the actual number of
messagessent by node r.

Two ratios describe if two nodes have common in-
terests. The \I Got" ratio

I Gotr =
Repliesl ! r

Queriesr ! l

indicates that Node l has resourcesthat node r is in-
terested in. The \Y ou Got" ratio

YouGotr =
Repliesr ! l

Queriesl ! r

is vice versa, that Node r provides replies to Node l 's
queries.

The next property we analyze, is the Relay Ratio.

RelayRatio r =
M essagesr ! !l

M essagesr ! l

It indicates the portion of messagesNode l must re-
lay (or route) for Node r as opposed to the messages
destined for Node l. In other words, what portion of
the messagesnode l receivesfrom node r are for node l
itself. It is an important observation that relaying will
be the commoncasein many ad-hoc networks, but if all
available nodes have a high Relay Ratio, it will lessen
the preferenceof all participating nodes. This will in
practice remove this ratio.

The last ratio is the Bogus Reply ratio

B ogusReplyRatio r =
B ogusRepliesr ! l

Repliesr ! l

which is basedon the amount of replies that were not
acceptedby the receiving node compared to the num-
ber of acceptedreplies. This comesinto e�ect if a node
sendsreplies or announcements that are of no interest
to the recipient. While this is likely a malicious host,
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it can also simply be a node sending local announce-
ments. Either way, the sendingnode is not interesting,
and will receive a penalty for its uninteresting tra�c.
Note that a node can sporadically sendbogusmessages
without penalty. This re
ects how humans will ignore
the occasionalbad reply from a friend. If a malicious
node manageto exploit this, it can be manually rated
down. When somenodesrate the maliciousnodedown,
it's reputation will be a�ected.

The preference is represented on a scale from -5
(worst) to +5 (best), with 0 as neutral. The num-
bers are not really important, but this division makes
it easy to visualize the preferenceof a node for users.
Only a subsetof the scaleis available for the automatic
rating (-3 to +3). In order to trigger either blocking
of a node or to give a node high priorit y, manual in-
teraction is necessary. The scaleis illustrated in �gure
3.

Figure 3. The pref erence scale

Messagesfrom nodes with negative rating will be
processedat a lower priorit y than messagesfrom neu-
tral and positively rated nodes. If a node lacks capac-
it y to processall messages,low priorit y messagesare
dropped �rst. A rating of -5 results in ignoring all
messagesfrom the node, e�cien tly blocking the node.
Positively rated nodes will move closer in the routing
system, being contacted more often. Messagesfrom
nodes rated from +4 and above, will be processedat
high priorit y. As blocking is more extreme than high
priorit y, nodesneedto be \more extreme" (-5) in order
to be blocked than they are to get high priorit y (+4).

4.2. Reputation

Nodesin The Socialized.Net will not only have their
own preference,they will gossipabout their preferences
to their neighbor nodes. The gossipprotocol is asyn-
chronous, and will as such not increasesearch times.
All gossipmessagesare piggy-backed on livenessmes-
sages(pings and pongs) that already are sent between
neighbor nodes. Due to privacy concerns, the gossip
messageswill never contain any extreme preferences,
but stay within the allowedautomatic range(-3 to +3).
This makesit impossiblefor nodesto seewhether some-
one ranked them down manually or if the ranking was

automatic.
When Node l gets a reputation messagefrom Node

r, Node l might adjust the reputation for the node in
question. That is, if Node l has a negative preference
for Node r, the messageis ignored. This is due to \y our
enemy's enemy" not necessarilybeing your friend. If
the preferencefor Node r is neutral or positive, the
newly reported reputation is weighted by that prefer-
enceand allowed to adjust the reputation. This makes
reputation messagesfrom preferred neighbors weight
substantially more than reputation messagesfrom neu-
trally preferred nodes. We are after all more likely to
listen to gossipfrom our closefriends.

It is also possible to explicitly request gossip from
given nodes. This allows applications to specify rank-
ing nodes, moderators, that is believed to be helpful
in assessingreputations for nodes. This is similar to
humans reading independent car magazinesto get im-
partial reviewsabout cars. Explicit gossiprequestsalso
provide a meansfor applications to implement voting
schemes. While voting will typically increasethe time
and e�ort necessaryto rate resources,it might be of
great value for some resources. For example, movies
and gamesoften provide several gigabytes of data. Al-
lowing a computer 30 secondsto perform a voting al-
gorithm to validate the resourcemight be an easyway
to save much time and bandwidth.

The reputation doesnot a�ect the locally calculated
preference,described above. However, when the total
rank of a node is calculated, both preferenceand rep-
utation are combined with the semantic score. This
allows nodes to largely decide which neighbors they
prefer by themselves, while still being guided by the
reputation.

In the caseof a set of preferred nodes turning ma-
licious (or suddenly changing interests), we want to
quickly adapt. By separating local preferenceand rep-
utation, a node can immediately adapt preferencelev-
els to re
ect the change. As nodes reject gossipmes-
sagesfrom nodeswith negativepreference,the now ma-
licious nodesare unable to maintain their high reputa-
tion.

5. Implemen tation

Our solution has beenimplemented in the LeChuck
protot ypeof The Socialized.Net. While only small scale
testing has been performed, nodes seemable to cor-
rectly prefer other nodeswith similar interests. As all
gossip is piggy-backed on livenessmessages,network
usagehas only marginally changed.

Even though our test network only compriseapprox-
imately 10computers, it is interesting to seethat nodes
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are relatively neutral to most other nodes. The prefer-
encelevels maps well to how we usethe test machines.
Only nodeswith similar interestsor maliciousnodesget
adjusted preferencelevels. Few resourcesare spent on
uninteresting nodes, while preferred nodes are closely
monitored. This indicates that our solution is e�cien t
and scalable.

We have integrated several applications with our
P2P search infrastructure. A plugin for the popu-
lar BitT orrent client Azureus integrates BitT orrent �le
distribution and searching into the application. The
added robustnessis important for P2P �le sharing ap-
plications in order to limit the impact of malicious
hosts. We also have integrated P2P bookmark sharing
into the Firefox and Internet Explorer web-browsers.
This allows users to easily share and search through
bookmarks. Allowing the backgrounds of usersto bind
nodes together makes bookmark sharing largely hap-
pen between users with similar interests and back-
grounds.

6. Conclusions

We have implemented a fully distributed P2P search
infrastructure, The Socialized.Net, basedon rudimen-
tary social networks. The semantic routing implicitly
createsgroups of nodeswith similar interests. We be-
lievethat preferenceand reputation improvesthe group
bindings even further. This improvesthe e�ciency by
moving nodeswith both similar interests, backgrounds
and agendascloser to each other. Closer group bind-
ings also make the network more robust against ma-
licious nodes, as they get a bad reputation relatively
quickly within groups.

Our solution provides a P2P search infrastructure
without the \blac k or white" syndrome. As userswith
diversebackgrounds and goals join the network, they
will all be accommodated by the infrastructure, allow-
ing them to cooperate without disturbing other users.
It is however a subjective search infrastructure, some-
what like askinga very subjective personalassistant do
the searching.

We believe that our rudimentary social network will
make The Socialized.Net a powerful demonstrator of
a scalableand fully distributed, yet personalized,P2P
search infrastructure.
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